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Image acquisition and reconstruction

v

Forward problem: acquisition

Unknown object physics Imaging Raw data
X system

v

Inverse problem: image reconstruction

Raw data
y

Reconstruction
method

v

Challenge: to reconstruct a high-quality image x from noisy/undersampled y.
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Computed tomography (CT) and positron emission tomography (PET)

» Computed tomography (CT):
X-ray-based imaging that shows
detailed body structure.

» Positron emission tomography
(PET): radiotracer-based imaging
that shows metabolic activity, for
example to detect tumours and
metastases.

CT PET/CT PET

fusion

3/41



CT Model

> Image to reconstruct: x = pu the X-ray attenuation map p.

> p(E) depends on the the energy E of the photons.
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CT Model

> Image to reconstruct: x = pu the X-ray attenuation map p.
> p(E) depends on the the energy E of the photons.

> Measurement: y = [y, ... ,y,,]T detected photons along each X-ray
beam i.

> Expected detections: given by the Beer—Lambert law:

E[y; — | h(E)-e[Pr(E)ig ;
i |l = [ h(E) - + s

scatter

where [Px]; = [, x(r)dr and h(E) is the X-ray source spectrum.
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CT Model

> Image to reconstruct: x = pu the X-ray attenuation map p.
> p(E) depends on the the energy E of the photons.

> Measurement: y = [y, ... ,y,,]T detected photons along each X-ray
beam i.

> Expected detections: given by the Beer—Lambert law:

E[y; — | h(E)-e[Pr(E)ig ;
i |l = [ h(E) - + s

scatter

where [Px]; = [, x(r)dr and h(E) is the X-ray source spectrum.

> To reduce the ill-posedness, the model is assumed monochromatic:

Ely; | gl ~I-e PR g
solrce
where fi & [ p(E)h(E)dE and I = [ Eh(E)dE.
> Approximate noise model for energy integrating detectors (EIDs):
(vi | &) ~ Poisson(A;(&)) + N (0,0?) . Ai(B) 2 Ely | 5]
~—

N—
electronic noise 4/41



Photon-counting computed tomography (PCCT)

» Photon-counting detectors (PCDs): capable of — h(e)

counting the photons and of measuring their energy. :ZEG;
(e

> The detections are regrouped into energy bins,
[Ex—1,Ex[, k=1,..., K.

> Expected counts at beam i, energy bin k:

_ i 0 20 40 60 80 100 120 140
IE[.y"vA ‘ l"‘] = /hl\(E) "€ P(E); dE + s« Energy (keV)

Can be approximated to reconstructed multiple
attenuation images fi.

» Exact noise model:

(Vi | ) ~ Poisson(Aj () , Aik(ie) £ Elyixlp]

- less noise in reconstructed images
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Photon-counting computed tomography (PCCT)

» Photon-counting detectors (PCDs): capable of
counting the photons and of

> The detections are regrouped into energy bins,
[Ex—1, Ex[, k=1,..., K.

> Expected counts at beam i, energy bin

Elyix | p] =/h (E)-e POl dE + 5

Can be approximated to reconstructed multiple
attenuation images fi.

» Exact noise model:

(vik | p) ~ Poisson(Ai.(p)) , Aix(p) I’y Elyix|p]” Example: x1: bones; x2; soft tissues; x3: iodine.

> Integration in the forward model through p:
>

» PCDs smaller than EIDs »

W(E) =S ul(E)xm 2 F(x, E)

m=1 5/41



PET Model

> Object to reconstruct: x = A the radiactivity
distribution.
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PET Model

>

Object to reconstruct: x = A the radiactivity
distribution.

Measurement: y = [y1, ..., yn,| detected «y-ray
photon pairs along each line of response (LOR) i.

Expected detections:
. _ . o [Pul;
Elyi [Ap]=[PX;-e T+ rts

attenuation scatter

emission
& randoms

where is the y-ray attenuation.
Exact noise model:

yi ~ Poisson(A;(A, 1)) . Ai(A p) = Ely: | A p]

p derived from CT or MR.

74
N A

Yi
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PET Model

>

Object to reconstruct: x = A the radiactivity
distribution.

Measurement: y = [y1, ..., yn,| detected «y-ray
photon pairs along each line of response (LOR) i.

Expected detections:

’ _ . o= [PRl
Elyi [\ pl=[PA;-e "+ rts

emission attenuation &sr(;tégr%s
where is the y-ray attenuation.
Exact noise model:
yi ~ Poisson(Ai(A, p)) . Ai(A p) = Elyi | A p]

p derived from CT or MR.

If not, x = (A, ) can be reconstructed from y
only [Rezaei et al. 2012], severely ill-posed in absence of
time-of-flight (TOF) information.

74
N A

Yi
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Image reconstruction: notations

» x=[x1,...,xs]": image(s) to reconstruct, with
prior PDF p(x).
> y=[y1,...,ym]": measurement vector with

conditional PDF p(y | x).
» A=[A1, ..., An]": forward model, such that

A(x) = Ely | ¥]

> Standard image reconstruction: find x s.t.

y =~ A(x) or mxin 2y, A(x))

where £ is a loss function, usually defined such that
£(y, A(x)) ~ —log p(y | x)

E.g., monochromatic CT: £(y, Rx) ~ %||Px —b||Z,.

b = —log y/I [Elbakri and Fessler 2002]. o



Image reconstruction: notations

» x=[x1,...,xs]": image(s) to reconstruct, with o
prior PDF p(x). > Regularisation:

. v — T. :
{o;d%zr;;[ Pylsnll p-(;nrz;(s)tilrement vector with mxin l(y, .A(x)) + R(x)
» A=[A1, ..., An]": forward model, such that
> R designed to “mimic” the prior:
A(x) = Ely | x]
R(x) o —log p(x)

> Standard image reconstruction: find x s.t.
> Typically handcrafted, e.g.,
y =~ A(x) or min £(y, A(x)) o R(x)=B|Tx|[x (TV prior)
£ o R(x) = B3|ITx|)3 (quadratic prior)
o Huber prior, etc.

where £ is a loss function, usually defined such that » Standard algorithm for differentiable prior:
Z(y,A(x)) ~ —logp(y | x) x(a+1) — x(a@) _ o (VXL (X(q)) L VR (X(q)))

E.g., monochromatic CT: £(y, Rx) ~ %||Px —b||Z,.

b= —|Og _y/I [Elbakri and Fessler 2002]. with L(X) = e(y’ A’(X))
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Normal dose reconstruction
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Normal dose reconstruction

standard
acquisition

min, £( y, A(x))

1=
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Low-dose reconstruction
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Low-dose reconstruction

low-dose noise “a
acquisition
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Sparse-view reconstruction

sparse-view
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Sparse-view reconstruction
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Sparse-view reconstruction

sparse-view artefacts ~

miny Z(
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Sparse-view reconstruction

sparse-view artefacts

min, £( y, A(x))
+B|/Tx|[1

~
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Al: new paradigm
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Al: new paradigm

noise “a
resolution ~

conventional
priors

[AI -> better priors]
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Diffusion Models for Image Reconstruction




Al: End-to-end Supervised Models vs Generative Models

End-to-end supervised methods

What is learned: a mapping to invert the mea-
surement process

degraded degraded)

or x — X

(y

> Pros

o

Simple training objective and inference
Great performances

o

o Requires paired labels (noisy—clean,
raw—reference)

Can be sensitive to protocol and scanner
differences

o

Examples: FBPConvNet [Jin et al. 2017], algorithm unrolling
[Monga et al. 2021]; 12/41



Al: End-to-end Supervised Models vs

Generative Models

End-to-end supervised methods

What is learned: a mapping to invert the mea-
surement process

degraded degraded)

or x — X

(y

> Pros

o Simple training objective and inference
o Great performances

o Requires paired labels (noisy—clean,
raw—reference)

o Can be sensitive to protocol and scanner
differences

Examples: FBPConvNet [Jin et al. 2017], algorithm unrolling
[Monga et al. 2021];

generative methods

What is learned: an image prior distribution
x ~ p(x)

> Pros

o Requires clean images only
o Naturally combines with physics for data
consistency

o Training and sampling are more
computationally demanding

Focus here: diffusion priors + physics-informed sampling.

12/41



Generative models: idea

Image space X
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Generative models: idea

mm |mage space X
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Latent space Z Manifold M

dim(2) < dim(X)
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Generative models: idea

Image space X

Latent space Z | G, Manifold M

dim(Z) < dim(X) >
zcZ
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Generative models: desired properties

> Data manifold M, training data {xi,..., x.}

14 /41



Generative models: desired properties

> Data manifold M, training data {xi, ..., x}
» Training data distribution: p®* = %Zle Ox,

= 7]
0B O e

X1 X2 X3 X4 X5 X6

p

14 /41



Generative models: desired properties

> Data manifold M, training data {xi, ..., x}

> Training data distribution: p

> Z~ po

Z ~ Po

L
= % 2 1 0x

= 1T
O 8 B &

X1 X2 X3 X4 X5 X6 14 /a1



Generative models: desired properties

> Data manifold M, training data {xi, ..., x}
» Training data distribution: p®* = %Zle Ox,
> Z~ po

» Deep generator: Gg: Z — X
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Generative models: desired properties

> Data manifold M, training data {xi, ..., x}
» Training data distribution: p®* = %Ziﬁzl Ox,
> Z~ po

» Deep generator: Gg: Z — X

» Gp(z) ~ pe: trained as continuous extension of p®* to M

Go(z) ~ po

~

- Golz) | —e—9 ° ° M
- A A I I
B B B

X1 X2 X3 X4 X5 X6 14 /a1



Methods that use a generator Gy

Variational Autoencoders (VAEs)
> Pros:

o Stable training
o Clear probabilistic interpretation

o Limited sharpness
o Slightly blurred images
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Methods that use a generator Gy

Variational Autoencoders (VAEs)
> Pros:

o Stable training
o Clear probabilistic interpretation

o Limited sharpness
o Slightly blurred images

Diffusion Models

> Pros:

o High visual quality
o Stable training

o High computational cost
o Slow sampling

(e}
[e]

o

Generative Adversarial Networks (GANs)
> Pros:

High visual quality
Sharp details

Unstable training
Mode collapse

15 /41



Diffusion Denoising Probabilistic Model (DDPM)
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Diffusion Denoising Probabilistic Model (DDPM)

p(x1|xo)

data
~

» Encoding: starting from xo ~ p®*

Xt = /OeXe—1 + V 1-— at€t 5 €t v N(O, I)
with a; N\, 0 so that xr ~ N(0, I).

, then sampling xo — x1 — x» — -+ — X7 as
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with a; N\, 0 so that xr ~ N(0, I).
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Diffusion Denoising Probabilistic Model (DDPM)

q(xo|x1) q(xi|x2) q(x2|xs) q(x-1|x7)

data

> Encoding: starting from xo ~ p°®*®, then sampling xo — x1 — X2 — - -+ — X7 as

Xt = \/atxt_1—|—\/1—atet 9 EtNN(O,I)

with a; N\, 0 so that xr ~ N(0, I).
» Decoding: starting from xr ~ N(0, I), then sampling X7 — Xx7_1 — X7—2 — -+~ — Xp as

Xe—1 | Xe ~ q(Xe—1 | X¢)

> Can also synergistically sample multichannel images (e.g., RGB images, PET/CT, PET/MR, spectral CT,
etc.) 16/41



How do we train and sample in diffusion models?

> Key difficulty: The true reverse PDF g(x;_1 | x¢) is unknown.

> Key insight: An approximate reverse transition depends on
the score Vlogp:(x:) through Tweedie's formula, but it is
unknown.
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How do we train and sample in diffusion models?

> Key difficulty: The true reverse PDF g(x;_1 | x¢) is unknown.

> Key insight: An approximate reverse transition depends on
the score Vlogp:(x:) through Tweedie's formula, but it is
unknown.

» Training: Score Matching to approximate the score

[Vincent 2011]

mgin lEXt|x;‘,xU~pdata,t |:H59(va t) - V|Og pt(Xt)H§i|
= mein Eox. [0, xorpteta, ¢ ['ytH)?g(xt, t) — XoHﬂ

where %g(x;, t) = E[xo | x¢] is a denoiser.

> Result: Use the learned score sg to run the reverse sampling

process.
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How do we train and sample in diffusion models?

> Key difficulty: The true reverse PDF g(x;_1 | x¢) is unknown.

> Key insight: An approximate reverse transition depends on
the score Vlogp:(x:) through Tweedie's formula, but it is
unknown.

» Training: Score Matching to approximate the score
[Vincent 2011]

: 2
min Eoxe [x0,x0mp%ts, ¢ [Hs(;(xt, t) — Viog pt(xt)HJ
: R 2
& min Eqjupm e [Y]|%0(xe, 1) = x|}
where %g(x;, t) = E[xo | x¢] is a denoiser.

> Result: Use the learned score sg to run the reverse sampling
process.

Reverse diffusion: DDPM [Ho et al. 2020]

Require: T, (at)thl, (at)z—zl
xr ~ N(0,I)
for t:T,...,l(_io
Xg — Wkaiw > Tweedie’s

estimate
_ Var(l—ara)xety/a—1(1—ot)%e
Pt = 1—a,
Xt—17~ N (lLt, O'%I)
return xp

Faster alternative (although less stable):
Diffusion denoising implicit model (DDIM)

[Song et al. 2020]

17 /41



Diffusion Posterior Sampling (DPS)

> We would like to sample x from a measurement y such that
x|y~p(x|y)

> Conditional score given the data y:
Vi logpe(xe | v) = Vxlogpe(x) + = Vxlogp(y | xt)
———— N———/—

~sp(xt) A Vi log p(y|x = %g(xt, t))
(approx. of log-likelihood)
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Diffusion Posterior Sampling (DPS)

> We would like to sample x from a measurement y such that
x|y ~p(x]|y)

> Conditional score given the data y:

Vi logpe(xt | y) = Vi logpe(x:) +  Vixlogp(y | xe)
—_———— —_—

~sp(xt) A Vi log p(y|x = %g(xt, t))
(approx. of log-likelihood)

DPS [Chung, Kim, et al. 2022]

Require: y, T, (oz)z—:l, (at)z—:l, )
xt ~N(0,I)
fort=T,...,1do
X0 Lixt)sy(xt) > Tweedie’s estimate
Var
- Var(l — ae—1)xe + /&—1(1 — at)Xo
He 1—a;
xi_y~ N (e, 02I) > Sampling
Xt—1 = Xp_1 + X - Vxlogp(y | Ro(xt)) > Data fid. gradient ascent
return xo — reverse diffusion

— Vlog p(y | %p)
Similar to iterative reconstruction 18 /41



DPS with Wavelet Decomposition

» DDPM and DDIM in the 3-D image space X = R™*"™*"= are
computationally expensive
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> Solution 1: use 2-D slices with z-axis consistency
[Chung, Ryu, et al. 2023] or multiple perpendicular 2-D slices
[Webber et al. 2025].
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> Solution 1: use 2-D slices with z-axis consistency
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[Webber et al. 2025].
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[Rombach et al. 2022; Esser et al. 2024]

Ey Dy

x5z x  with dim(2) < dim(X)

Diffusion in the latent space, i.e., performed with z; € Z and
the final output is Dg(z:).
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DPS with Wavelet Decomposition

» DDPM and DDIM in the 3-D image space X = R™*"™*"= are
computationally expensive

> Solution 1: use 2-D slices with z-axis consistency
[Chung, Ryu, et al. 2023] or multiple perpendicular 2-D slices

[Webber et al. 2025]. Wavelet DPS

> Solution 2: pretrained Autoencoders (Ey, Dg) Require: T, (cit)T

[Rombach et al. 2022; Esser et al. 2024] ;IN NN('O 13 t=1
fort=T,...,1do

5 o 2T (1= ar)sp(2t)

Ey Dy

X—Z2=X with dim(Z) < dim(X) 2 75
18t 1)Ze++/Fe—1(l—crt) 2
Diffusion in the latent space, i.e., performed with z; € Z and Bt = Vadloa l)zlt_&tat Himeon

%0+ V7 1(20)

%1~ N (pe, o?I)

ze_1=%_1+ X Vzlogp(y | %o(z))
return V~1(z)

the final output is Dg(z:).

> Alternatively, we can deploy a wavelet transform
[Friedrich et al. 2024]:

8x Mx s My o nz
VX 5 Z=R>*F*T*T

» Smaller channels > parallelism and fewer memory 19/41



Motion-compensated Head CBCT




Motion in Cone-Beam (CB) CT

» Motion in CBCT causes blur if

(b) Full-View Motion-Affected

Aeision not accounted for.
. A . » Motion must be estimated and
) e corrected during reconstruction,
7 but it requires a good

initialisation.

\
4
>,

(d) Sparse-View
Motion-Affected Acquisition 20 / 41

(&) FDK Reconstructions



Joint Reconstruction and Motion Estimation (JRM) in CBCT with Adaptive Diffusion Model (ADM)

> Wy: X — X is the motion operator of parameter ¢ (can
be rigid or non-rigid).

» Standard JRM (blind inverse problem):
min ¢ (v, AWsx) ) +R(x)
! —_———
L(x.¢)
> Solved by alternating minimisation in x and ¢.
x\9 = argmin L (x, ¢(q)) + R(x)

¢ = argminL (x(qﬂ), ¢)
®

» Requires a good initialisation x™™* but this is impossible
in sparse-view motion-affected CBCT without a strong
prior. 21/41



Joint Reconstruction and Motion Estimation (JRM) in CBCT with Adaptive Diffusion Model (ADM)

> Wy: X — X is the motion operator of parameter ¢ (can
be rigid or non-rigid).
» Standard JRM (blind inverse problem): JRM-ADM (DDIM-based)

[De Paepe, Bousse, Phung-Ngoc, et al. 2026]

rIl’i(;‘l l (y,.A(W¢x)> +R(x)

s« S
o) vs < € ~N(0,I)
¢s 0
while s > 0 do
> Solved by alternating minimisation in x and ¢. Vo < vg(vs,s) > Tweedie’s estimate
%0 — V(i)
x9Y = argmin L (Xv ¢(q)) + R(x) %  argmin, £ (y, 4 (We.x)) + 3lix = %oll
52 Vo — V()?o)
¢(qﬂ) = argmin L (X(q+1)v 4’) Vs—ss = /Ts—ssV0 + /T — &s_ss - = lx/gssm

¢ bs—ss = argming £ (y, A (W)

o return x =V (w)
» Requires a good initialisation x'™* but this is impossible
in sparse-view motion-affected CBCT without a strong  No scout reconstruction needed.
prior. 21/41



JRM-ADM in CBCT (continued)

Experiment
» 296 volumes (192x192x160) from CQ500 dataset [Chilamkurthy et al. 2018] (MDCT).

» The dataset includes fractured skulls.
» Training: 263; validation: 15; testing: 18 (simulated data).
» Simulated 60- and 20-view CBCT projection.

22/41



60-view reconstructions

JRM-ADM;, JRM-ADM




20-view reconstructions

JRM-ADM

24 /41



PCCT Material Decomposition




DPS for PCCT material decomposition

> X = (XboneSy Xwater)-
» Data: energy-binned photon counts y = {yx}}° ;.

» Forward model:

Aik(x) = / h(E) e 14 ldE

Xbones Xwater
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DPS for PCCT material decomposition

> X = (XboneSy Xwater)-
» Data: energy-binned photon counts y = {yx}}° ;.

» Forward model:

Aik(x) = / h(E) e 14 ldE

Xbones

» Two synergistic DPS approaches

o Image-based Two-step DPS: (i) synergistic DPS-based — hi(e)
reconstruction of i = {fix};°, from y then x = ]:Ziscr 2256;
— hs(e

o One-step DPS: direct synergistic estimation of x = (Xbones: Xwater)
from y by DPS.

» Data simulated from Philips IQon Spectral CT images

(512x512) (Poitiers University Hospital) (3 energy bins). 0 20 40 60 80 100 120 140

E keV
» Training: ~9000; testing: ~1000 (simulated data). 7S 25/41
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Hybrid-DPS for PCCT with untrained material

» x: water & bones trained.
» X: iodine untrained.

> ldea: assume that x; and X; are independent,
i.e.,

- Vylo X
)

» Approximation of the untrained score with a
pseudo PDF:

where R is a variational regulariser (e.g., image
gradient + Huber).
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Hybrid-DPS for PCCT with untrained material

» x: water & bones trained.
» X: iodine untrained.

> ldea: assume that x; and X; are independent, Hybrid-DPS
i.e.,

xn ~ N(0,1)
2y =
- th|0gp X fort=T,..., 1 do B
Vasosple ) = | TroEnt) | o X0 )m(x)

Ve
e — Var(l = ar1)xe + Va&—1(1 — ar)ko
p=

» Approximation of the untrained score with a -

pseudo PDF: xi_1 ~N(pe, 02I)

Xt—1 = Xi_1 + AVxlog p(y | %o(xt), %)

Xe—1 = X1+ Vglogp(y | %0, Xt) — & VR(Xt)
p (it) o e—R(%) return (x, X)

t

where R is a variational regulariser (e.g., image
gradient + Huber).
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Hybrid-DPS for PCCT with untrained material (continued)
Reference L-BFGS Hybrid- ODPS

Reference
—L-BFGS
—— Hybrid ODPS.
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Less noise in soft-tissue and bone images > less noise in the iodine image
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Joint reconstruction of activity and attenuation in
CT-less PET




PET Attenuation Correction (AC)

y/
&) €
» AC is required for quantitative PET.

» AC can be performed with the help of a

. o8 CT-derived pu-map but at the cost of higher
patient dose.

(«
(
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JRAA-DPS

> Images to reconstruct: x = (A, )
> Standard JRAA:

Tin Ly, A\ p)) +R(A, 1)
R

L(Ap)

> Solved by alternating minimization in A and p
[Rezaei et al. 2012];

At — argmin L (/\,p,(q)) +R ()\, p,(q))
A

M(qﬂ) - argumin L (,\(‘Hl)' ”) +R (,\(qﬂ)’”’)

> Severly ill-posed in absence of time-of-flight (TOF)
information.

> Scatter needs to be estimated alongside (X, )
> Can we derive a DPS approach for JRAA?
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JRAA-DPS

> Images to reconstruct: x = (A, )
> Standard JRAA:

Tin Ly, A\ p)) +R(A, 1)
R

L(Ap)

> Solved by alternating minimization in A and p
[Rezaei et al. 2012];

At = argmin L (/\,M(q)) +R ()\v ﬂ(q)) B 5 = 2
A

M(qﬂ) - argumin L (,\(‘Hl)' ”) +R (,\(qﬂ)’ ﬂ) ]

> Severly ill-posed in absence of time-of-flight (TOF)
information.

> Scatter needs to be estimated alongside (X, )
> Can we derive a DPS approach for JRAA?

JRAA-DPS [Phung-Ngoc et al. 2026]

zr (25, 27") ~ N (0, Iz« 2)
&7 — Pinit

fort=T...1do

Zy fg(zt, t)

n NN(OZnyIZXZ)

1—&;— ar—1Bt 4
\/ai_&i‘t 1)Zt+ ’\/f‘_talt t20+0t71

> scatter initialisation

ft,]. =
X0 V_l(f())

- 71+ ¢t Vacelogp(y | x = %o(z:t), 1)
_—> 3T ¢ Famn Etvzgtmlogp(y | x = %o(z¢), P¢)

bi-1 — ¢ + arVg,logp(y | x = Xo(zt), pe) —
BtVH(¢t) > scatter estimate

PARE (Z?itl, Z?‘f'{)

return V~1(z)
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JRAA-DPS

» Diffusion model trained on (A, ) pairs
synergistically.

» 1,168 FDG PET/CT-attenuation volume
pairs (256x256x128 ) (Poitiers University
Hospital).

» Training: 1,026; validation: 112; testing:
30 simulations (high-count and low-count)
+ 1 real raw data.
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Results on Simulated Data
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Results on Simulated Data (1% counts)

A

Act.

Att. p
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Reference MLAA (TOF) MLAA-UNet (TOF) JRAA-DPS (TOF) JRAA-DPS (non-TOF)
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JRAA-DPS Results on Real Data (non-TOF)

A

Act.

Att. p

Reference MLAA MLAA-UNet JRAA-DPS JRAA-DPS + OSEM
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Conclusion




Conclusion

» Diffusion models enable high-quality, stable reconstructions across multiple tasks.
» Only clean images for training.

» Physics-informed sampling allows data-consistent reconstruction.
» Demonstrated on:
o Motion-compensated head CBCT
o PCCT material decomposition
o Joint activity—attenuation PET reconstruction
» Future work:
o Faster and cheaper diffusion methods for large volumes (e.g., total body PET) using new
encoders [Mellak et al. 2026].
o Multilevel algorithms for acceleration for score-based denoisers [De Paepe, Bousse, and Visvikis 2026,
o Unsupervised methods for material decomposition and parametric imaging.
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Appendix 1: diffusion models




Design of the diffusion model

» Goal: Starting from x7 ~ N(0, I), we wish to sample x7_1, xr—2, ... until xp.
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» Solution: g(x;—1 | x¢, xo) is known by the Bayes' Formula:
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Design of the diffusion model

» Goal: Starting from x7 ~ N(0, I), we wish to sample x7_1, xr—2, ... until xp.
» Problem: The reverse process q(x:—1 | x¢) is unknown
» Solution: g(x;—1 | x¢, xo) is known by the Bayes' Formula:

q(xe—1 | xt, x0) = N(xt_l ‘ p(xe, xo, t), O'%I) ,

for some .
» Problem: x; is unknown.
» Solution: x; can be approximated by E[xy | x¢], known from Tweedie's Formula:

Xt + (1 — at)Vlog pe(x:)
vV

where p;(x;) is the PDF of x; and Vlog p:(x;) is the score.

Elxo [ x] =
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Design of the diffusion model

» Problem: The score Vlog p:(x;) is unknown.

1/11



Design of the diffusion model

» Problem: The score Vlog p:(x;) is unknown.

» Solution: It can be approximated by a NN sg trained by score matching [Vincent 2011]:
. 2
meln E . 50, x0~pdeta, ¢ [Hse;(xt, t) — Viog pf(xf)Hz]

& mein E x| x0, x0~plata, ¢ [’YtH)?e(xt, t) — XoHﬂ

Xo(xt, t) =~ E[xo | x¢] being a denoiser.
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Design of the diffusion model

» Problem: The score Vlog p:(x;) is unknown.

» Solution: It can be approximated by a NN sg trained by score matching [Vincent 2011]:
. 2
meln E . 50, x0~pdeta, ¢ [Hse;(xt, t) — Viog pf(xf)Hz]

& mein E x| x0, x0~plata, ¢ [’YtH)?e(xt, t) — XoHﬂ

Xo(xt, t) =~ E[xo | x¢] being a denoiser.

» Inference: x;_1 is sampled from x; with gg(x:—1 | x;) defined as

qo(xt—1 | x¢) = N(xt,l ’ y,(xt, Xo(xt, t), t), afI)

1/11



Denoising Diffusion probabilistic Model (DDPM)

Forward diffusion

Require: T, (at)z—:l
X ~ pdata
fort=1,..., T do
L e ~N(0,I)

Xt = (/oexe—1 + /1 — o€

Xo~p
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Denoising Diffusion probabilistic Model (DDPM)

Forward diffusion

Require: T, (at)z—:l
X ~ pdata
fort=1,..., T do
L e ~N(0,I)

Xt = /atxe—1 + /1 — aze

data

X0 ~ p
Reverse diffusion: DDPM [Song et al. 2020]

Require: T, (ct)]_;, (0e)] 4
XT NN(O,I)
fort=T,...,1do
Xg — Xe + (1 — at)sa(xt' g > Tweedie’s estimate
Var
Vor(l — ae—1)xe + /ar—1(1 — ot)Xg

1— o

Kt =
Xt—1~~ N ([Lt, O’%I)
return xo
Faster alternative (although less stable): Diffusion denoising xn ~ N(0, )
implicit model (DDIM) [Song et al. 2020]. '
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Appendix 2: additional results & quantitative
analysis




Fractured skull
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Ablation study: can diffusion alone defeat motion blur?
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Ablation study: can diffusion alone defeat motion blur?

Answer: no.
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60-view reconstructions: PSNR vs SSIM
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20-view reconstructions: PSNR vs SSIM
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Motion estimation

n, Method PSNR (1)SSIM (1)MAE 7 (1)MAE 9 (1)

FDK 18.36 0.34 - -
JRM-TV 29,57 0.93 0.37 0.11

6OJRM—ADMJs 32.02 0.95 0.18 0.12

JRM-ADM  30.71 0.94 0.29 0.10
FDK 16.57 0.22 - -

20 JRM-TV  24.47 0.82 0.94 0.18

JRM-ADM;s  27.09 0.88 0.36 0.19

JRM-ADM 28.88 0.92 0.32 0.13
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DPS for PCCT material decomposition — low-count: metrics

FBP LBFGSU-Net-1IU-Net-PImTDPSProjTDPSODPS

Avg. Time (in sec) 0.06|28.59 | 95.91 | 88.26 | 90.51 89.3 |134.08
- TBones 26.41 37.97 | 39.99 | 42.48 | 30.12 41.39 |42.13
Tissues 20.74{ 31.31| 33.06 | 33.05 | 25.78 34.52 |35.86

SSIM 1 Bones 0.26| 0.89 0.90 0.96 0.64 0.91 &
Tissues 0.12| 0.80 | 0.86 | 0.79 0.56 0.87 |0.87

i iBones 0.64| 0.10 | 0.07 | 0.06 0.09 0.04 |0.02
Tissues 0.68| 0.17 | 0.12 | 0.21 0.10 0.04 | 0.06
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DPS for PCCT material decomposition — sparse-view: metrics

FBP LBFGS|U-Net-lU-Net-PImTDPSProjTDPSODPS

Avg. Time (in sec) 0.05|23.67 |104.38| 105.35 | 90.38 | 82.97 |88.89
I TBones 25.22/35.09 | 37.52 | 41.29 | 30.09 37.69 [40.58
Tissues 19.13129.57 | 33.35 | 32.46 | 25.55 31.48 (35.05

SSIM 1 Bones 0.22] 0.87 & 0.94 0.64 0.90 0.94
Tissues 0.11] 0.78 | 0.90 | 0.83 0.55 0.82 0.86

N iBones 0.69| 0.11 | 0.08 | 0.08 0.09 0.07 [0.04
Tissues 0.67| 0.18 0.08 0.16 0.11 0.06 m
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Results on Simulated Data
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Results

on Simulated Data (1% counts)
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